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Abstract:  Privacy-preserving machine learning (PPML) technique is gaining more focus nowadays because most small to 

medium and large companies are now shifting their data to the public cloud. This opportunity to save the data on the cloud and 

access it from anywhere at any time will create value, but at the same time, it also invites the threat of data privacy. Most 

companies use direct ML models to train the data on the public cloud. As a result, data is becoming an asset for companies; Data 

theft has grown in its capacity to steal other companies’ data and have insightful information. This paper mainly focuses on the 

need for PPML and various tools and techniques used to protect the data. It also explains various open challenges.  

 

IndexTerms – Privacy-Preserving, machine learning, PPML, application 

1. INTRODUCTION “ 

“However, gathering data and looking for patterns in data behavior are two distinct processes. Additionally, it comes with 

several challenges that must be overcome by an individual or an organization, including privacy issues like data breaches, 

monetary loss, and reputational damage. “Machine learning is mostly responsible for the most privacy-sensitive data analysis, 

which primarily consists of search algorithms, recommender systems, and adtech networks” [1]. Privacy-preserving machine 

learning was created to bridge the gap between privacy and reaping the rewards of machine learning. It is essential for 

conforming to data privacy rules and privatizing collected data. This paper introduces the fundamental concepts of privacy-

preserving machine learning. 

Furthermore, this paper proves how to overcome issues by combining machine learning and privacy techniques. Take a peek at 

some of the available tools. The primary aim of this paper is to fully explain privacy-preserving machine learning for a variety of 

applications and tools related to it.  

Privacy-preserving machine learning is a methodical technique to stop data leaking in machine learning algorithms. As shown in 

the accompanying Figure 1, PPML enables various privacy-enhancing solutions to enable different input sources to train ML 

models collaboratively without disclosing their private data in its original form” 

 

 

Figure 1: The concept of PPML [19] 
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2. Need of PPML 

“Data privacy is always dangerous when using machine learning systems, such as when using them for intrusion detection or 

healthcare. Data leaks and cyberattacks are happening more frequently and cost more money. Because they may steal information 

that can be used to identify persons or other valuable information that can be sold, cybercriminals are drawn to vast amounts of data 

kept for training purposes. Additionally, ML models are vulnerable since it is possible to extract sensitive data from them. For 

instance, a study [2] shows how to ascertain if a record was included in the training dataset for a certain ML model. 

Innovative privacy-preserving ML (PPML) solutions must be developed to address the growing privacy concerns associated 

with employing ML in applications that store and process users’ privacy-sensitive data, such as electronic health/medical records 

and location data. Increased attempts have lately been made to incorporate current research into PPML. For example, add 

anonymization features to machine learning pipelines or create new privacy-preserving techniques and ML system architectures. 

Recent surveys on ML, such as Federated Learning, have been published. Partial illustrations or discussions of the specific privacy 

and security issues are provided in [3,4,5,6,7,]. ML or FL system problems. Each PPML solution now in use handles some aspect 

of privacy issues or is only appropriate in a few circumstances. There is no one comprehensive viewpoint of PPML solutions. For 

instance, the use of differential privacy in ML systems may result in the loss of model utility, such as decreased model precision 

Similarly, employing secure multi-party computation methods results in high computational or communication costs. The extra 

communication costs result from sending much intermediate information, such as jumbled circuit gate tables. Simultaneously, 

developing sophisticated cryptosystems over time causes computation overhead [8,9].” 

3. PPML Techniques 

3.1 Differential Privacy 

“Differential privacy is a sort of confidentiality that enables you to share pertinent details about a dataset without 

disclosing personal data. This technique prevents the outcome of a differentially-private operation from being used to link 

a specific record to a person, even if an attacker has access to all entries in a dataset. In other words, the study’s outcome 

is unaffected (not significantly) by including an individual’s record in the dataset. Therefore, whether or not a person 

participates in the dataset, the privacy risk is essentially the same. Differentially-private processes like the Laplace, 

exponential, and randomized response techniques may all be used to introduce random noise to the output to obtain 

differential privacy.” 

 

Figure 2: Differential Privacy [14] 

3.2 Homomorphic Encryption 

The homomorphic encryption (HE) technique produces a decrypted output that is the same as the output of the original, 

unencrypted input. An illustration of the strategy in use is as follows: 

i. The owner of the data encrypts the information using a homomorphic function and provides the result to a third party 

who is in charge of performing a certain computation; 

ii. The encrypted input data is used by the third party to compute the encrypted data and provide the encrypted output; 

iii. The output is decrypted by the data owner, who then receives the computation results using the original plain-text 

data. 

               As explained in figure 3, the third party cannot access the input or output that is not encrypted throughout this process. 
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Figure 3: Fully Homomorphic encryption [15] 

3.3 Multi-party Computation 

“MPC (Multi-Party Computation) enables several people to compute a function without exposing their inputs. The parties 

are independent and mistrust each other. The primary idea is to maintain the privacy of the data while allowing 

computation to take place on it. Thanks to MPC, each participant receives maximum learning from the process and their 

contributions. Below, we’ll go through many secure MPC techniques. An excellent place to start for further information 

is [25]. Boolean functions frequently employ the cryptographic protocol with corrupted circuits for two-party secure 

computing (circuits). The steps of the procedure are as follows: 

i. The function (circuit) is encrypted (or garbled) by Alice, the first party, and sent to Bob, the second party, along with 

her encrypted input; 

ii. With Alice’s assistance, Bob encrypts his input via oblivious transfer, in which Alice and Bob communicate data 

while the sender is ignorant of what data has been sent; 

iii. Bob uses both encrypted inputs to evaluate the function and obtains the encrypted result; 

A common tactic in MPC is secret sharing. The (t, n)-secret sharing mechanism, for instance, divides the secret s into n 

shares and allots a share to each participant. The secret s may be rebuilt when t shares are joined, but when any t-1 of the 

shares are combined, nothing about s is revealed. A group of at least t persons can reconstruct the secret, while a group of 

less than t cannot, to put it another way. MPC and homomorphic encryption are both successful privacy techniques. 

However, they have significant communication and processing cost.” 

 
Figure 4: Secret Multiparty Comunication [16] 
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3.4 Federated Learning 

“With federated learning, machine learning (ML) procedures may be decentralized, exposing fewer data from contributor 

datasets and lessening the risk of data and identity privacy breaches. The fundamental concept behind federated learning 

is that by having each contributor train locally with their respective datasets before updating the central model M (i.e., 

changing the model’s parameter), an existing machine learning (ML) model M owned by a central authority (e.g., a 

company) can be further trained on new private datasets from data contributors. Specifically, federated learning functions 

as follows: 

 

i. The central model M is distributed to a group of n participants (data contributors) 

 

ii. Each participant creates a new local parameter l by training the model M on its own local dataset Zl. 

 

iii. Each participant provides an update to the central authority 

 

iv. To create a new parameter that is utilized to update the central model, the central authority mixes the local 

parameters from each participant. The primary model may be trained until it is proficient using this method.” 

 

 

 
Figure 5: Federated Learning [17] 

3.5 Ensemble Privacy-Preserving Techniques 

There is no magic solution to achieving privacy in machine learning. The degree of anonymity provided by the methods 

discussed here depends on some variables, including the machine learning algorithm utilized, the resources and skills of 

the adversary, and counting. As a result, combining or assembling many privacy-preserving ML approaches may be 

required to achieve higher levels of privacy. 

 

Figure 6: Ensemble Gradient Descent [18] 
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Figure 7 summarizes all the privacy-preserving techniques. 

 
Figure 7: Summary of privacy-preserving techniques [26] 

 

“Differential privacy provides a verifiable privacy assurance that handles the privacy of various datasets used in an ML 

process. However, finding the ideal balance between the anonymized data’s usefulness and its privacy, which are inversely 

connected, can be difficult.  

 

Work on encrypted data is possible thanks to homomorphic encryption, maintaining its utility; however, its scope is fairly 

constrained, and scalability might be a problem for the original datasets.  

 

MPC enables several parties to share their encrypted data and calculate a function. This may be used (1) to train a standard 

machine learning model without requiring the parties to divulge reaching particular degrees of identity, raw dataset, and 

personal information privacy of feature datasets; and (2) for calculating an ML model’s output by using the parties achieve 

input privacy by exchanging their encrypted inputs.  

 

Nevertheless, like HE, Although computing on encrypted data is flexible, some communication expenses apply. For 

example, modifying a model or ML method may result in extra performance interference. Additionally, the need for 

ongoing computer availability parties might cause scaling problems and the need to operate on fixed-point The application 

domain of ML is constrained by mathematics. 

 

The limitation of centralized model training is lifted by federated learning since it allows models to train the model. 

However, it requires high communication costs and the availability of datasets that can be trained locally without 

necessitating the distribution of the data contributor’s datasets. gadgets when exercising.  

 

Seeking privacy for identities, raw datasets, and feature datasets. Nevertheless, the network of devices needed to train the 

model necessitates high communication costs and accessibility to gadgets when exercising.” 

 

4. Future Research Trends 

 “Model performance refers to model correctness, robustness, and fairness, while system efficiency refers to training or 

inference time reduction. These concepts are key to the assessment of vanilla machine learning systems. In addition, current 

PPML systems need more effort to assure privacy. To create a successful PPML solution, the following open issues must be 

resolved:  “ 

i. How can a PPML solution ensure that it provides enough privacy protection in line with the parameters for the threat 

model and the trust assumption? Generally speaking, from the perspective of the data owners, the privacy guarantee 

should be as strong as feasible.  

ii. How can we guarantee that the model trained using the PPML technique is as accurate as the model generated with the 

standard vanilla machine learning system without any privacy-preserving settings? 
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iii. Regarding the model’s fairness and robustness, how can we incorporate privacy-preserving features without 

compromising those qualities? 

iv. How can the PPML system communicate and compute as efficiently as the standard machine learning system in terms of 

system performance?” 

“It is not free to power a basic machine learning system with privacy-protecting features while maintaining other system 

aspects like model performance and efficiency, as the assumption of the proverb “There is no such thing as a free lunch” 

indicates. These outstanding issues are often incompatible with one another. Increased model accuracy in the vanilla deep 

learning model, for instance, denotes the presence of several layers of neural networks, necessitating more training data and 

training epochs to attain coverage. Applying privacy-preserving methods affects model accuracy to some amount, as shown 

in Section 5 using differential privacy as an example. Abadi et al. [27] specifically suggest adding the DP budget (noise) to 

the DPSGD-based deep learning model training; however, their assessment findings show that the model’s accuracy cannot 

compare to the deep learning model was initially built. An incompatibility between privacy and fairness was recently shown 

by Bagdasaryan et al. [13]. They explained that if the initial model is unfair, the injustice is made worse when applying the 

DP approach.” 

“Resolving a trade-off conundrum between the answers to those genuine concerns, as shown in Figure 4, is the main 

obstacle in creating an optimal PPML solution. Existing PPML systems compromise privacy assurance in exchange for 

system performance or model performance. For growing deep neural network models with complex network topologies, the 

efficiency of vanilla machine learning systems focuses on how to increase training or inference efficiency. To overcome 

these efficiency difficulties, most of the machine learning community’s efforts have been focused on either boosting 

processing power, training in a distributed fashion, or parallel training. However, the efficiency problem with PPML 

systems also brings to light the following two issues, as seen in Figure 8:” 

 

Figure 8: An illustration of trade-offs that will be made when designing an optimal PPML solution [12] 

The communication efficiency of PPML highlights the significance of securely computing a function with fewer 

communication interactions and low transmission overhead; the computation efficiency of PPML highlights the necessity of 

securely computing a function with low computational overhead or an acceptable computation time in the context of 

complex machine learning training. 

In addition, as mentioned and outlined above, most current PPML approaches concentrate on giving a particular machine 

learning system a certain amount of privacy-preserving features; however, there is still a lack of systematic definitions of 

privacy guarantees in terms of threat models or trust settings. There are many application areas of PPML. As given in 

[20,21,22,23,24,25], there are scope to apply PPML for better privacy. Future PPML research should benefit from the 

presentation of privacy assurances and the accompanying trust assumption and threat model parameters. Unfortunately, 

reaching a broad consensus on a privacy assurance definition for PPML systems is difficult. 

 

5. CONCLUSION 

This paper provides information regarding privacy-preserving machine learning. Furthermore, it explains the need for PPML in 

the current scenario. Finally, it describes various open challenges also. This study provides the most recent PPML suggestions that 

match to the existing privacy-preserving approaches utilised in machine learning systems from a range of angles. Finally, paper  

discussed the difficulties and unresolved issues as well as suggested possible next courses of action. It will take multidisciplinary 

work from the machine learning, distributed systems, and security-privacy areas to solve such concerns. 
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